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1 Introduction

Central to the work of all scientists is the ability to interpret and make inferences from

data. Unfortunately, real-world data sets tend to look, at first glance, like an incom-

prehensible blob of numbers. The skill every scientist must acquire is the ability to

see through the chaos to perceive the underlying patterns of Nature. Luckily for us,

over the last few hundred years, mathematicians have developed techniques, generally

called statistics, that allow one to find these patterns in data. The most basic of these

statistics—the arithmetic mean (simple average), variance and standard deviation—

summarize data. Other simple statistics, including the standard error of the mean and

confidence intervals, help one infer meaning from data.

Beginning students of science often find statistical calculations tedious and hard to

follow. As a practical matter such calculations are usually done by computer, but still the

best scientists, including medical professionals, must understand how these statistics are

calculated so that they can interpret them accurately and adapt them to new situations.

So, I have prepared this primer to help you learn the basic statistical calculations, which

will, if nothing else, teach you precisely what the computer is doing.

2 Notation

Before we get started, I need to introduce some basic mathematical notation. But before I

do, let me explain why you want to learn it. Mathematical notation looks like some fancy

jargon—a collection of symbols that make up a secrete language used by mathematical

nerds. But that’s exactly not what it is. Mathematical notation is a powerful tool that

allows one to think clearly about complicated ideas, at least after you get the hang of
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it. Without learning the notation, learning the math and therefore the science becomes

even more difficult.

By the way, anyone wondering why you are using mathematics in a biology class

should consider why every reputable college and university in the world requires their

biology students to take fairly advanced mathematics. It has something to do with the

fact that, as in physics and chemistry, mathematics is the most powerful intellectual tool

a biologist has. The mathematics curriculum is designed to be applied to your biology

courses and your professional scientific activities. The next time you are in the library,

pick up the latest copy of a primary journal in any field of biology or medicine and you’ll

see what I mean. For that matter, take a look at any of Charles Darwin’s books or

papers, or the paper in Nature in which Watson and Crick first present the structure of

DNA—you’ll see math there, too. So, on the the notation.

2.1 Representing data as variables

Suppose we have a string of related measurements, like, for example, body weights of

three different people. Then we will represent those measurements as x with a subscript

integer telling you which measurement we mean. For example, suppose the three people

we measure have body weights of 182, 122 and 154 pounds. Then x1 = 182, x2 = 122

and x3 = 154. To refer to some unspecified measurement in the list, we will write xi.

2.2 Summing data

Often we want to sum up all measurements in the list (you’ll see why in a moment).

But, if the list is long, then it becomes difficult to write the sum concisely. For example,

although the sum of body weights from three arbitrary people is easy to write, namely,

x1 + x2 + x3, the sum of 10,000 obviously wouldn’t be. However, mathematicians have

invented a notation to express sums of an arbitrarily long list very nicely. It’s called

summation notation, and for the sum of a list of n measurements looks like this:
n∑

i=1

xi. (1)

The odd looking symbol is a capital Greek letter “sigma”, and it means “take the sum

of the variables listed to the right.” Below the sigma, the symbol “i = 1” means you are

to sum over the index i starting at 1. Above the sigma, the “n” denotes where to stop

the summation, in this case at the end of the list. In words, the entire notation above

says, “sum all the values xi for every i between 1 and n,” or written out more plainly,
n∑

i=1

xi = x1 + x2 + . . . + xn. (2)
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For the body weights, this notation specifically means the following:

3∑

i=1

xi = 182 + 122 + 154 = 458. (3)

3 The Arithmetic Mean

The arithmetic mean is a simple average, often denoted as the variable with a bar above

it, like x̄ (spoken, “x-bar”). The mean is simply the sum of the measurements divided

by the number of measurements. So, if n is the number of measurements (the “sample

size” in other words), then

x̄ =

n∑

i=1

xi

n
. (4)

Example 1: Researchers measured the lung volume (total air in the lung) in six patients. The

researchers obtained the following data (in Liters): 3.3, 2.5, 3.1, 3.0, 2.8 and 2.9. In this case,

n = 6 and the mean lung volume in this group of patients is

x̄ =

n∑

i=1

xi

n
=

3.3 + 2.5 + 3.1 + 3.0 + 2.8 + 2.9
6

= 2.9 L. (5)

NOTE: The actual answer was 2.93̄. However, I dropped the repeating 3s because one should to

express the mean to the same precision (that is, the same number of significant figures) as the

original measurements. Also note that the unit is present. The mean has the same unit as the

original measurements, and should always be expressed along with the number.

4 The Variance

The mean measures the central tendency of the data—a point around which the data

appear to cluster. In addition to this central tendency, the “spread” of the data usually

tells us a great deal about the biological phenomenon under study. There are a number

of quantitative measures of this spread, but mathematically the most important is a

measure called the variance. The variance of a sample is typically expressed as s2 and is

somewhat tedious to calculate by hand. To make it easier to follow, here’s a step-by-step

approach to calculating the sample variance:

1. Sum all the measurements.

2. Square the value you just obtained.

3



3. Divide the square by the sample size n.

4. Calculate the squares of each measurement and sum them.

5. Subtract the value obtained in step 3 from the value obtained in step 4.

6. Divide the value from step 5 by n− 1.

Example 2: To calculate the variance of the lung data given in the previous section, the procedure

given above would yield the following:

1. 3.3 + 2.5 + 3.1 + 3.0 + 2.8 + 2.9 = 17.6

2. 17.62 = 309.76

3.
309.76

6
= 51.6266667 Notice here that I am keeping a large number of digits. That’s good

practice; you only round at the very end.

4. 3.32 + 2.52 + 3.12 + 3.02 + 2.82 + 2.92 = 52

5. 52− 51.6266667 = 0.3733333

6.
0.3733333

5
= 0.07467 = the variance. Again I carry more significant figures than needed

because I plan to perform further calculations on this number. If I round too much now,

those calculations will tend to be erroneous.

For those interested in the details, the formula that this procedure uses is the follow-

ing:

s2 =

n∑

i=1

x2
i −

(
n∑

i=1

xi

)2

n

(n− 1)
. (6)

One can show that this ugly formula is equivalent to the simpler but harder to calculate

expression,

s2 =

n∑

i=1

(xi − x̄)2

n− 1
. (7)

For some, this second equation makes it clearer what the variance actually is—essentially

an average of the squared difference between each measurement and the mean. Also, if

you think about the units, you might notice that the variance has units equal to the

square of the unit of measurement. In example 2, the units would be L2.
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5 Standard Deviation

Because the variance takes on such an odd unit (what’s a squared liter?), we would like

to find another measure of spread that has a more natural unit. One way to do this is

very straightforward—simply take the square root of the variance. This value,
√

s2, is

called the sample standard deviation as is typically denoted by s.

Example 3: The standard deviation of the lung volume data is

s =
√

s2 =
√

0.075 = 0.27325. (8)

Again, more calculations are coming, so I don’t round this number yet.

6 Standard Error of the Mean

Another measure of spread calculated from data is called the standard error of the mean.

However, the meaning of this number is a little subtle, and unless you’ve studied statistics,

and sampling distributions in particular, its exact meaning is hard to understand. Here’s

what it means, precisely: it is the estimated standard deviation of the distribution of all

possible means of the experiment or set of observations. If that didn’t make much sense,

don’t worry. It will (hopefully) be cleared up when you take statistics.1 For now, just

accept that this number is needed when we compare two data sets, among other things.

Luckily, the standard error of the mean is simple to calculate—divide the standard

deviation by the square root of the sample size, like so: s/
√

n. Often the standard error

of the mean is symbolized by sx̄.

Example 4: The standard error of the mean for the lung data is

sx̄ =
0.27325√

6
= 0.11. (9)

Here, we’re done, so I round to the proper number of significant digits.

1For the persistent, let me explain what I mean more completely using the lung volume example. In

this study, the researchers sampled six particular people. But, they could have sampled any combination

of six people in the world. So, imagine a demon-like creature capable of measuring lung volumes very

quickly without anyone noticing. Now, suppose this demon measures lung volumes of six people randomly

chosen from the world population. It marks down in its little demon notebook the mean of these six

measurements. It then takes another random sample of six people and records that sample’s mean. It

continues taking samples until it has gone through every possible combination of six people, with no

combination used more than once. At the end, our demon will have an enormous list of means—the

means of all possible samples of six people. This list, or distribution, of means is called the sampling

distribution of the mean. All these means will themselves have an average, called the parametric mean,

and a standard deviation, called the standard error of the mean. Now, to be absolutely precise, your

calculation is not quite this value, but an estimate of it.
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7 Confidence Intervals

The data we’ve been using in the examples comes from a study in which the researchers

were trying to determine the best way to measure lung volume. Think for a moment

about what it would take to determine lung volume in a living person. The obvious

technique—have subjects breathe all the air they can into a device that measures the

volume of a gas—won’t work because no matter how hard the subject “pushes” air

out, there will always be some air left in the lung (or their lungs would collapse). No

direct way exists to measure air left in the lung, so it must be estimated. In this study,

the researchers were comparing two different methods of estimating the volume of this

residual air.

Unfortunately the amount of residual air varies from person to person. Larger people

tend to have larger lung volumes, for obvious reasons. Not only that, but two people

who are exactly the same size also tend to have different lung volumes. The “perfect”

study would have to take all this variation into account. But that’s impossible; it would

require measuring the lung volume of more than 6 billion people, twice. If you could

measure a person’s lung volume once every second, it would take more than 380 years to

complete your study just on the people alive today.

The solution is to take a sample of people that you hope represents humanity rea-

sonably well. You know it won’t be perfect. For example, the mean lung volume of

six randomly chosen people will almost certainly not equal the mean lung volume of all

people. “On average” it will be fairly close, but it’s certainly possible that the sample

mean may be shockingly different from the “real” mean. So, is their any way to tell

how far away the sample mean is from the “real” mean? The answer is simple—no way.

However, we can use information from the sample—in particular, the sample standard

error—to determine an interval that the real mean is “likely to be in.” This interval is

called a confidence interval of the mean. In particular, we will focus on 95% con-

fidence intervals. I’ll explain precisely how to interpret them after we go through the

calculations.

Once you have the calculated the standard error of the mean, calculating the confi-

dence interval is very easy. Here are the steps:

1. Find the degrees of freedom for your sample, which is simply n− 1.

2. Find a value called the Student’s t statistic, symbolized as t. You can obtain it

directly from a website of the University of Newcastle, mirrored at

math.uc.edu/˜brycw/classes/148/tables.htm.

Here’s how you use that site:
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(a) scroll down to “Table 2: Student’s t-distribution.”

(b) In the box labelled “d.f.” type in the degrees of freedom.

(c) In the box labelled “probability” (on the right) type in “0.05.”

(d) Click the lower arrow pointing to the left.

(e) The value of t will appear in the box labelled “t-value.”

3. Multiply t× sx̄ (the t-value by the standard error of the mean).

4. Determine the lower endpoint of the confidence interval by subtracting the value

obtained in step 3 from the sample mean.

5. Determine the upper endpoint by adding the value from step 3 to the sample mean.

Example 5: The 95% confidence interval for the mean lung volume is calculated as follows, using

the steps outlined above:

1. Since n = 6, the degrees of freedom = 5.

2. After pointing my browser at the interactive t-table, I type “5” into the “d. f.” box and “0.05”

into the “probability” box in Table 2. I click on the lower arrow pointing left and the number

“2.015” pops up. Therefore, t = 2.015.

3. t× sx̄ = 2.015× 0.11 = 0.22. Note: sx̄ is the standard error we calculated earlier.

4. The lower endpoint is x̄− 0.22 = 2.9− 0.22 = 2.68.

5. The upper endpoint is 2.9 + 0.22 = 3.12.

Therefore, the 95% confidence interval exists between 2.7 and 3.1 Liters.

In notation, a 95% confidence interval for the mean is

C = x̄± tsx̄, (10)

where t is the appropriate value from the t-table. It is interpreted as follows: if certain

assumptions are true, then we are 95% confident that the true mean lies within this

interval because if it doesn’t, then our sample’s mean was very unlikely. This statement

is almost, but not quite, equivalent to saying that the probability that the true mean

exists within the interval is 0.95 (95%). Although the distinction is important, it’s a bit

esoteric for our current purposes, so we’ll leave it at that.
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8 Comparing Two Means the Tough and Dirty Way

Going back to the original purpose of the lung volume study, remember that the re-

searchers want to compare two methods of measuring lung volume. The data we’ve

already analyzed was generated using “Method A.” In addition, they also measured lung

volumes using another method, “Method B”, on the same six subjects. Method B gives

the following results, again in liters: 3.1, 2.6, 3.5, 3.7, 3.6 and 2.8.

Example 6: For practice, confirm that the following summary statistics are correct for the Method

B data:

1. x̄ = 3.21667

2. s = 0.4535

3. sx̄ = 0.1851

In addition, confirm that the 95% confidence interval of the mean for Method B is between 2.8 and

3.6 liters.

If both methods were absolutely accurate, then the means would be identical because

the two measurements on each individual would be identical. Since the means differ—

Method A gave a mean of 2.9 L and Method B gives a mean of 3.2 L—then these methods

are not both absolutely accurate. Nor would we expect them to be if for no other reason

than no measurement is perfect. However, we are concerned that maybe one of the

methods is biased—does Method A tend to underestimate the volume, or Method B

overestimate it? Before we address that question, we need to answer a more fundamental

question first, namely, are these methods actually different? Sure, their means differ, but

that could happen just by chance because of the little mistakes people make whenever

they measure anything. So, do we have a way to determine if these means differ because

of these little “random” variations in measurements, or if they differ because they are

biased?

The answer is “sort of.” There is no way to be certain what caused the difference.

However, there are ways to answer the related question, “assuming for the sake of ar-

gument that the two methods are equally valid (relatively unbiased), then what is the

probability that their means differed by 3.2−2.9 = 0.3 liters or more?” Statisticians have

developed ways to calculate this probability under certain assumptions. These techniques

are generally called significance tests. Appropriate significance tests for this case include

the so-called t-test and Wilcoxon test.

Instead of learning these tests at this time, we are going to perform a very simple,

but not completely appropriate, procedure in lieu of a t-test. To use this procedure, one
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simply compares 95% confidence intervals. If they overlap, then we have no compelling

evidence that the two means differ for reasons other than little random errors in measure-

ment. However, if the intervals do not overlap, then we have some support for declaring

the two means to be “significantly different,” meaning that the difference in the means is

unlikely to be due to random measurement errors. But, be mindful of two caveats: first,

comparing 95% confidence intervals is never the best way to compare means; and second,

even if the confidence intervals do not overlap, we can’t be sure that the difference is not

due to random measurement error.

Example 7: The 95% confidence interval for Method A is (2.7, 3.1) and that for Method B

is (2.8, 3.6). Since these intervals overlap (the lower bound for Method B is less than the upper

bound for Method A; that is, 2.8 < 3.1), then we have no compelling evidence that either of these

methods over- or underestimates lung volume relative to each other.
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