
BIO 345 Organic Evolution Name:

Exercise 2: Statistics and Goodness-of-Fit
John Nagy

1 Introduction

In this exercise we will explore some simple inferential statistical methods referred to collectively
at goodness-of-fit tests. In essence, a goodness-of-fit test measures the agreement between
data and a particular statistical hypothesis—in other words, it measures how well data fit the
hypothesis. One compares the observed data against the expected results if the hypothesis
were true and there were no random effects. The comparison yields a number (statistic) with a
known sampling distribution. From that sampling distribution, one can calculate the probability
of obtaining the observed deviation from expected results or one more extreme by chance. This
number is called a p-value. If the probability that chance could have caused the deviation
is very low, then we tend to reject the hypothesis. If the probability that chance could have
caused the deviation is relatively high, then we have no reason to reject the hypothesis based
on the data. Note that we do not accept the hypothesis. We simply say that we have no reason
to reject it.

2 The importance of sample size

1. Team up in groups of exactly 3 students. Each student should get a brown package of
“experimental items” (EIs) and a yellow package of EIs.

2. Have every person on your team randomly sample exactly one EI from their own brown
package. Consolidate the results from the team and record the colors sampled in Table
1. Dispose of the EI as you see fit.

3. Next, each team member will sample exactly 4 EIs from the brown package. Record these
results in Table 1. Discard the EIs using your preferred method.

4. From the remaining EIs, each team member now samples exactly 10 and records these
results in Table 1. You may now discard whatever is left in the brown package.

5. Repeat these same procedures with the yellow package and record your results in Table
2.

6. Transfer your data to the main data file on the classroom computer.

7. Using the entire class data set, calculate the proportions of each color in each sample for
each group and arrange these in a table on the spreadsheet.
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Table 1: Results of samples from brown package.

Sample Size Brown Orange Red Green Blue Yellow

n = 1

n = 4

n = 10

Table 2: Results of samples from yellow package.

Sample Size Brown Orange Red Green Blue Yellow

n = 1

n = 4

n = 10

8. For each sample size, calculate the arithmetic mean (average) proportion of each color,
averaged across groups. The arithmetic mean, x̄ of a set of N numbers, {x1, x2, . . . , xN}
is

x̄ =

∑N
i=1 xi

N
,

where xi is one of the numbers in the set. In Excel and most spreadsheets it’s easiest to
do this with a call to the function, “=AVERAGE.”

9. For each sample size, calculate the (sample) standard deviation of the proportions of each
color across groups. Standard deviation, s, is a measure of the spread of the data around
the mean and is calculated with the formula,

s =

√∑N
i=1(xi − x̄)2

N − 1
,

where xi and x̄ are as above. As a practical matter, it’s probably easiest to use the
function “=STDEV” in the spreadsheet.

2



Table 3: Observed and expected number of EIs of each color.

Brown Orange Red Green Blue Yellow

Observed

Expected

(Obs− Exp)2

Exp

10. What pattern do you see in the means and standard deviations? What insight does this
pattern give you regarding why larger sample sizes are superior to smaller ones? Record
your insights in the space below.

3 Goodness-of-fit

In this next section we will use the data that you gathered above to test two hypotheses:

Hypothesis 1: The color distributions in the brown packages are uniform, meaning that on
average the packages have equal numbers of each color.

Hypothesis 2: The color distribution in the brown packages is the same as that in the yellow
packages.

We use 2 different goodness-of-fit procedures to test these hypotheses. The first uses a standard
goodness-of-fit test against a fixed distribution. The second requires a contingency table test
for homogeneity.

3.1 Goodness-of-fit to a fixed distribution

1. Sum the total counts for each color across all groups and sample sizes. Place these
counts in the first row of Table 3.

2. Calculate the expected number of EIs of each color assuming that each color is
equally represented (on average) in each package. Place your results in row 2 of Table 3.
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Example: In a class of 21 students, each student sampled 15 EIs: 1 for the first round, 4
in the second and 10 in the third. Therefore, in this class there were a total of 21×15 = 315
EIs sampled. If hypothesis 1 were true and each of the 6 colors is equally represented, then
there should be on average 315/6 = 52.5 of each color. NOTE: we retain the decimal
since this represents an average. It’s like saying the average American family has 2.6
children. The decimal fraction makes perfect sense, and no one expects to see 6/10ths
of a kid running around. Also, this is a theoretical calculation, so significant figures are
irrelevant.

3. Calculate the test statistic, X2: For each color, calculate

(Obs− Exp)2

Exp
,

where Obs is the number observed and Exp is the number expected. The bottom row of
Table 3 will help guide you. Sum these quotients to obtain the value of X2, which is our
goodness-of-fit measure. Record your value in the space below:

X2 =

4. Interpret X2: The larger the X2 value, the worse the fit between data and hypothesis.
Therefore, as X2 gets larger, we increasingly lose confidence in the hypothesis because
the data’s support for the hypothesis is decreasing. But to make a rational decision of
where to draw the line—when to say that X2 is so large that we’ve lost confidence in the
hypothesis—requires a probability measure. The relevant probability measure is called
a p-value, and it represents the probability that a data set would have generated a X2

value as large or larger than ours by chance if the hypothesis were true.

The calculation of that probability is beyond the scope of this course.1 However, I will
provide threshold X2 values, called critical values, that are related to two benchmark
p-values. Specifically,

(a) If X2 > 11.070, then p < 0.05;

(b) if X2 > 15.086, then p < 0.01;

(c) Otherwise, p ≥ 0.05.

In the first case, the X2 we obtained would have occurred by chance less than 1 in 20
times if there are equal numbers of each color on average in each package. In the second
case, our X2 would have occurred by chance less than 1 in 100 times if there are equal
numbers of each color on average.

Now, to interpret the result. Here’s the thought process:

1For those interested, it requires one to integrate the sampling distribution of the X2 statistic, which is a χ2

distribution. Since there is no closed-form solution of this integral, as a practical matter the integration must
be done numerically.
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(a) Scientific question: The question we are asking is this: is there sufficient evidence
in the data for us to rationally reject the hypothesis that there are equal numbers
of each color on average? Note that this is a different question from, are there equal
numbers of each color on average?

(b) Our choices and the mistakes we can make: We can conclude either that the
hypothesis is true (there are equal numbers of each color on average) or that it is
false (some colors are more common than others on average). We are free to adopt
whichever conclusion we want. However, we must be aware that we can make two
types of mistakes: (1) we can mistakenly reject the hypothesis when it is true; and
(2) we can mistakenly fail to reject the hypothesis when it is false. We are now
armed with a measure of the probability of the first type of error, but we have no
data from this analysis about the probability of the second.

(c) If X2 ≥ 11.070, then the probability of mistakenly rejecting the hypothesis when it
is true is ≤ 0.05 (or 1 in 20).

(d) If 11.070 < X2 ≤ 15.086, then the probability of mistakenly rejecting the hypothesis
when it is true is between 0.05 (1 in 20) and 0.01 (1 in 100).

(e) If X2 > 15.086, then the probability of mistakenly rejecting the hypothesis when it
is true is < 0.01 (1 in 100).

(f) Again, what we do with this information is entirely up to us. However, be aware of
two things:

i. If we reject the hypothesis when X2 < 11.070, we are accepting a fairly large
probability that we are doing so incorrectly if the hypothesis were actually true.

ii. If we fail to reject the hypothesis when X2 > 15.086, we are accepting a fairly
large (but unmeasured) probability that we are doing so incorrectly.

iii. Again, look closely at the question. We are asking if there is any evidence
from the data to reject the hypothesis. But because we cannot measure the
probability of the second kind of mistake, we have no rational basis for
accepting the hypothesis under any circumstances. Until we do more
analysis (beyond the scope of this course) we have no way of being sure that
this test had any power to uncover a false hypothesis in the first place.

In the space below, use the information above to interpret your X2 result. Be sure
to explain your reasoning completely.
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Table 4: Contingency table for the number of EIs of each color in the two different types of
packages: brown and yellow.

Package Brown Orange Red Green Blue Yellow Row sums

Brown

Yellow

Col sums

Table 5: Expected number of EIs of each color in the two different types of packages under the
assumption of homogeneity.

Package Brown Orange Red Green Blue Yellow

Brown

Yellow

3.2 Goodness of fit between two distributions—contingency table
tests for homogeneity

Here we use a very similar technique to test if the two types of packages have the same color
distribution.

1. As before, place the summed class data from the brown packages in the first row of Table
4, but this time place the summed class data from the yellow packages in the second row.

2. Sum the columns and rows and fill in the appropriate boxes in Table 4.

3. This test is evaluating if the probability of the EI being a particular color is independent
of which package it came from. So the expected number of items in the cell in row i,
column j is

Si × Sj

Sgrand

,

where Si is the row sum, Sj is the column sum, and Sgrand is the sum over the entire
table.

Example: Suppose 21 students each sample 15 items from brown packages and 15 from
yellow. So, Sgrand = 630. Further suppose that 46 red items were obtained from both
brown and yellow packages, combined. To calculate the expected number of red items
from brown packages, we have Srow = 315 (because 315 EIs were sampled from brown
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packages), Scol = 46 (because a total of 46 red EIs were sampled from both brown and
yellow packages), and therefore

Expected # red EIs from brown packages =
46× 315

630
= 23.

Fill in Table 5 with the expected numbers of each color from each package under the
assumption of homogeneity.

4. Calculate X2. For each observed number of EIs in each cell in Table 4, use the expected
number from the corresponding cell in Table 5 to calculate the following:

(Obs− Exp)2

Exp
.

The relevant test statistic X2 is the sum of all of these values for each cell in Table 4.
Calculate X2 and place the result below:

X2 = .

5. Interpret this statistic. As before,

(a) If X2 ≥ 11.070, then the probability of mistakenly rejecting the hypothesis when it
is true is ≤ 0.05 (or 1 in 20).

(b) If 11.070 < X2 ≤ 15.086, then the probability of mistakenly rejecting the hypothesis
when it is true is between 0.05 (1 in 20) and 0.01 (1 in 100).

(c) If X2 > 15.086, then the probability of mistakenly rejecting the hypothesis when it
is true is < 0.01 (1 in 100).

Place your interpretation in the space below and explain your reasoning completely.
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